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Abstract

Phylanx, is an asynchronous array processing toolkit which transforms Python and NumPy
operations into code which can be executed in parallel on HPC resources by mapping
Python and NumPy functions and variables into a dependency tree executed by HPX, a
general purpose, parallel, task-based runtime system written in C4++4. In this poster, we
present early results that compare our implementation of widely used machine learning
algorithms to accepted NumPy standards.
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Figure 1:Phylanx program flow

Phylanx program flow: Phylanx frontend generates an AST (PhySL) of the decorated
Python code. The AST could be directly passed to the compiler to generate the execution
tree or, optionally, fed to the optimizer first and then the compiler. Once the Kernel is
invoked, Phylanx triggers the evaluation of the the execution tree on HPX. After finishing
the evaluation, the result is returned in Python.
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Visualization of AST using Traveler Tool
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Figure 3:Visualization of AST using Traveler Tool.
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Performance Results

Logistic Regression Algorithm in 10000 iterations
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Figure 4:Comparing reference implementation of the Logistic Regression algorithm Squares in

NumPy with the corresponding PhySL code. Experiment was performed on a node consisting

of two Intel(R) Xeon(R) CPU E5-2660 v3 clocked at 2.6GHZ, with 10 cores (20 threads) each
providing a total of 20 cores and 128 GB DDR4 Memory.

Alternating Least Squares in 1 iterations
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Figure 5:Comparing reference implementation of the Alternating Least Squares in NumPy with
the corresponding PhySL code. All listed experiments below were performed on nodes consisting
of two Intel Xeon E5-2450 CPUs clocked at 2.10GHZ providing a total of 16 cores and 48GB
1333 MHZ DDR3 memory.

K-Means
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Figure 6:Comparing reference implementation of the K-Means algorithm in NumPy with the

corresponding PhySL code.

Neural Network in 250 iterations
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Figure 7:Comparing reference implementation of the Neural Networks algorithm in NumPy with

the corresponding PhySL code.

Conclusion

» Our early results show that the Alternating Least Square as well as the Logistic Regression
algorithm outperforms the NumPy implementation in a few cases.

» While Neural Networks and K-Means needs much improvement, we are confident that with
new features and further performance improvements we will be able to match or
outperform these NumPy benchmarks.

wwel90lsu.edu




