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Abstract
Network communication between compute nodes, especially 
for applications involving large amounts of data, often 
results in an unforeseen bottleneck. As a result, algorithms 
which fall into this category may fail to efficiently utilize 
their allocated compute resources. One possible solution to 
such problems involves allowing the computation to 
continue with the promise that the communicated data may 
be used as soon as it is received. HPX is a parallel runtime 
system for parallel and distributed applications of any 
scale. It implements such an idea by exposing a 
programming model which enables asynchronous execution 
and continuations thereby enabling seamless overlap of 
communication and computation. Due to this overlap, the 
compute resources can perform important calculations 
while waiting for the data transfer to complete. In this work 
we implement the parquet algorithm using HPX. The 
parquet approximation models highly correlated systems 
using two particle vertex functions. These systems require 
the use of high order Feynman diagrams to compute an 
accurate estimation of self-energy which enable the 
computation to capture complex phenomena such as 
superconductivity. The parquet algorithm transfers 
significant amounts of data during each iteration (up to 
hundreds of gigabytes). Each iteration requires all to all 
communication between nodes. This communication 
transfers gigabytes of data between the nodes exacerbating 
problems due to latency and bandwidth limitations. The 
current implementation presented in this work scales well 
as the number of processors increases. Current efforts are 
directed towards improving the scalability and performance 
across large numbers of nodes.
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Parquet Algorithm
The half filled Hubbard Model is used to implement the 
Parquet Equations

The parquet approximation includes two particle terms in the 
perturbation expansion and improves on other methods such 
as FLEX by enabling the preservation of the crossing 
symmetry.

This ensures a correct description of a fermionic system but 
increases computational cost.

Computational Difficulty
The memory requirements for the algorithm are quite large. 
In order to compute the largest possible problem the data is 
distributed across the nodes. Various techniques are being 
experimented such as block and round robin distribution. 

The algorithm requires the data to be communicated from 
one node to all other nodes. This way each node requires 
Information from each other node. This is a communication 
intense process which falls victim to high latencies. This 
creates a bottleneck for the completion of the algorithm. 

 

  

ResultsHPX
Traditional programming paradigms such as OpenMP employs 
the fork-join model of parallel execution where the threads 
have to synchronize after a few steps of execution. This for 
example can be seen in the jumpshot traces for the parquet 
implementation using OpenMP/MPI.  

HPX on the other hand uses continuations which allows  a task 
to be scheduled as soon as its dependencies are satisfied. HPX 
overlaps communication and computation by using futures 
which facilitates continuous flow of work. A future is an object 
representing a result which has not been calculated yet. 
Instead of blocking the threads and waiting, continuations are 
used so that actions are scheduled right after their 
dependencies are ready.

The Jumpshot traces for the parquet algorithm implemented 
using HPX shows large tasks being divided into smaller 
chunks. Each part is executed as soon as its dependencies 
are met. The First of two Images below shows the traces for 
the HPX implementation over a period of a few iteration 
whereas the second image shows the traces of a brief section 
of an iteration.

The Jumpshot traces below for the parquet algorithm 
implemented using OpenMP/MPI , work is performed in 
parallel blocks and subsequently synchronized.

The graph above on the left shows the speedup for the HPX 
implementation of the parquet approximation on a single 
node. The right graph shows the speedup across multiple 
nodes.   
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